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o void s_callee(void) __arm_streaming;
o

-mllvm -enable-scalable-autovec-in-streaming-mode

o

o

–mcpu -mtune 

define float @add_f32(<vscale x 8 x float> %a, <vscale x 4 x float> %b) {
  %r1 = call @llvm.vector.reduce.fadd.f32.nxv8f32(float - 0.0, <vscale x 8 x float> %a) 
  %r2 = call @llvm.vector.reduce.fadd.f32.nxv4f32(float - 0.0, <vscale x 4 x float> %b) 
  %r = fadd %r1, %r2 
  ret float %r
}

llvm.func @vector_splat_1d_scalable()->vector<[4] xf32> {
  %0 = llvm.mlir.constant(dense<0.000000e+00> : vector<[4]xf32>) : vector<[4]xf32>
  llvm.return %0 : vector<[4]xf32>
}
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<vscale X N X type>
vscale vscale_range(min[,max])
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